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Example: One Access Log for the Whole Network

Server ClientIP Bytes

www.server1.com 192.168.1.3 17kB

www.server2.com 192.168.1.1 9kB

www.server1.com 192.168.1.4 12kB

www.server1.com 192.168.1.2 11kB

www.server3.com 192.168.1.3 12kB

www.server1.com 192.168.1.5 4kB

www.server2.com 192.168.1.3 7kB

www.server3.com 192.168.1.5 5kB

www.server2.com 192.168.1.2 2kB

www.server2.com 192.168.1.6 1kB

www.server2.com 192.168.1.7 1kB

www.server3.com 192.168.1.1 19kB

www.server3.com 192.168.1.4 15kB

www.server1.com 192.168.1.6 2kB

www.server3.com 192.168.1.7 2kB
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Top-k Query Processing

SELECT ClientIP, Aggr(Bytes)

FROM AccessLog

GROUP BY ClientIP

ORDER BY Aggr(Bytes)

LIMIT k

Goal

Return the top-k items that have the highest aggregated number of bytes.
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Example: Access Logs at Different Servers

www.server1.com:
ClientIP Bytes

192.168.1.3 17kB

192.168.1.4 12kB

192.168.1.2 11kB

192.168.1.5 4kB

192.168.1.6 2kB

www.server2.com:
ClientIP Bytes

192.168.1.1 9kB

192.168.1.3 7kB

192.168.1.2 2kB

192.168.1.6 1kB

192.168.1.7 1kB

www.server3.com:
ClientIP Bytes

192.168.1.1 19kB

192.168.1.4 15kB

192.168.1.3 12kB

192.168.1.5 5kB

192.168.1.7 2kB

Other Applications

Sensor networks, P2P Web search, ...
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Query Processing Example (NRA): Top-1 Query

www.server1.com:
ClientIP Bytes

192.168.1.3 17kB

192.168.1.4 12kB

192.168.1.2 11kB

192.168.1.5 4kB

192.168.1.6 2kB

www.server2.com:
ClientIP Bytes

192.168.1.1 9kB

192.168.1.3 7kB

192.168.1.2 2kB

192.168.1.6 1kB

192.168.1.7 1kB

www.server3.com:
ClientIP Bytes

192.168.1.1 19kB

192.168.1.4 15kB

192.168.1.3 12kB

192.168.1.5 5kB

192.168.1.7 2kB

Status of the Query Processing:

rank-k score =?

Candidates:
Id worstscore bestscore
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Query Processing Example (NRA): Top-1 Query

www.server1.com:
ClientIP Bytes

192.168.1.3 17kB

192.168.1.4 12kB

192.168.1.2 11kB

192.168.1.5 4kB

192.168.1.6 2kB

www.server2.com:
ClientIP Bytes

192.168.1.1 9kB

192.168.1.3 7kB

192.168.1.2 2kB

192.168.1.6 1kB

192.168.1.7 1kB

www.server3.com:
ClientIP Bytes

192.168.1.1 19kB

192.168.1.4 15kB

192.168.1.3 12kB

192.168.1.5 5kB

192.168.1.7 2kB

Status of the Query Processing:

rank-k score = 17

Candidates:
Id worstscore bestscore

192.168.1.3 17 -
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Query Processing Example (NRA): Top-1 Query

www.server1.com:
ClientIP Bytes

192.168.1.3 17kB

192.168.1.4 12kB

192.168.1.2 11kB

192.168.1.5 4kB

192.168.1.6 2kB

www.server2.com:
ClientIP Bytes

192.168.1.1 9kB

192.168.1.3 7kB

192.168.1.2 2kB

192.168.1.6 1kB

192.168.1.7 1kB

www.server3.com:
ClientIP Bytes

192.168.1.1 19kB

192.168.1.4 15kB

192.168.1.3 12kB

192.168.1.5 5kB

192.168.1.7 2kB

Status of the Query Processing:

rank-k score = 17

Candidates:
Id worstscore bestscore

192.168.1.3 17 -
192.168.1.1 9 -
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Query Processing Example (NRA): Top-1 Query

www.server1.com:
ClientIP Bytes

192.168.1.3 17kB

192.168.1.4 12kB

192.168.1.2 11kB

192.168.1.5 4kB

192.168.1.6 2kB

www.server2.com:
ClientIP Bytes

192.168.1.1 9kB

192.168.1.3 7kB

192.168.1.2 2kB

192.168.1.6 1kB

192.168.1.7 1kB

www.server3.com:
ClientIP Bytes

192.168.1.1 19kB

192.168.1.4 15kB

192.168.1.3 12kB

192.168.1.5 5kB

192.168.1.7 2kB

Status of the Query Processing:

rank-k score = 28

Candidates:
Id worstscore bestscore

192.168.1.3 17 45
192.168.1.1 28 45
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Query Processing Example (NRA): Top-1 Query

www.server1.com:
ClientIP Bytes

192.168.1.3 17kB

192.168.1.4 12kB

192.168.1.2 11kB

192.168.1.5 4kB

192.168.1.6 2kB

www.server2.com:
ClientIP Bytes

192.168.1.1 9kB

192.168.1.3 7kB

192.168.1.2 2kB

192.168.1.6 1kB

192.168.1.7 1kB

www.server3.com:
ClientIP Bytes

192.168.1.1 19kB

192.168.1.4 15kB

192.168.1.3 12kB

192.168.1.5 5kB

192.168.1.7 2kB

Status of the Query Processing:

rank-k score = 28

Candidates:
Id worstscore bestscore

192.168.1.3 17 45
192.168.1.1 28 40
192.168.1.4 12 40
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Query Processing Example (NRA): Top-1 Query

www.server1.com:
ClientIP Bytes

192.168.1.3 17kB

192.168.1.4 12kB

192.168.1.2 11kB

192.168.1.5 4kB

192.168.1.6 2kB

www.server2.com:
ClientIP Bytes

192.168.1.1 9kB

192.168.1.3 7kB

192.168.1.2 2kB

192.168.1.6 1kB

192.168.1.7 1kB

www.server3.com:
ClientIP Bytes

192.168.1.1 19kB

192.168.1.4 15kB

192.168.1.3 12kB

192.168.1.5 5kB

192.168.1.7 2kB

Status of the Query Processing:

rank-k score = 28

Candidates:
Id worstscore bestscore

192.168.1.3 24 43
192.168.1.1 28 40
192.168.1.4 12 38
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Query Processing Example (NRA): Top-1 Query

www.server1.com:
ClientIP Bytes

192.168.1.3 17kB

192.168.1.4 12kB

192.168.1.2 11kB

192.168.1.5 4kB

192.168.1.6 2kB

www.server2.com:
ClientIP Bytes

192.168.1.1 9kB

192.168.1.3 7kB

192.168.1.2 2kB

192.168.1.6 1kB

192.168.1.7 1kB

www.server3.com:
ClientIP Bytes

192.168.1.1 19kB

192.168.1.4 15kB

192.168.1.3 12kB

192.168.1.5 5kB

192.168.1.7 2kB

Status of the Query Processing:

rank-k score = 28

Candidates:
Id worstscore bestscore

192.168.1.3 24 39
192.168.1.1 28 40
192.168.1.4 27 34

S. Michel (EPFL) Top-k Queries over Incomplete Data Streams 2009/11/04 6 / 28



Query Processing Example (NRA): Top-1 Query

www.server1.com:
ClientIP Bytes

192.168.1.3 17kB

192.168.1.4 12kB

192.168.1.2 11kB

192.168.1.5 4kB

192.168.1.6 2kB

www.server2.com:
ClientIP Bytes

192.168.1.1 9kB

192.168.1.3 7kB

192.168.1.2 2kB

192.168.1.6 1kB

192.168.1.7 1kB

www.server3.com:
ClientIP Bytes

192.168.1.1 19kB

192.168.1.4 15kB

192.168.1.3 12kB

192.168.1.5 5kB

192.168.1.7 2kB

Status of the Query Processing:

rank-k score = 28

Candidates:
Id worstscore bestscore

192.168.1.3 24 39
192.168.1.1 28 39
192.168.1.4 27 34
192.168.1.2 11 33
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Query Processing Example (NRA): Top-1 Query

www.server1.com:
ClientIP Bytes

192.168.1.3 17kB

192.168.1.4 12kB

192.168.1.2 11kB

192.168.1.5 4kB

192.168.1.6 2kB

www.server2.com:
ClientIP Bytes

192.168.1.1 9kB

192.168.1.3 7kB

192.168.1.2 2kB

192.168.1.6 1kB

192.168.1.7 1kB

www.server3.com:
ClientIP Bytes

192.168.1.1 19kB

192.168.1.4 15kB

192.168.1.3 12kB

192.168.1.5 5kB

192.168.1.7 2kB

Status of the Query Processing:

rank-k score = 28

Candidates:
Id worstscore bestscore

192.168.1.3 24 39
192.168.1.1 28 39
192.168.1.4 27 29
192.168.1.2 13 28
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Query Processing Example (NRA): Top-1 Query

www.server1.com:
ClientIP Bytes

192.168.1.3 17kB

192.168.1.4 12kB

192.168.1.2 11kB

192.168.1.5 4kB

192.168.1.6 2kB

www.server2.com:
ClientIP Bytes

192.168.1.1 9kB

192.168.1.3 7kB

192.168.1.2 2kB

192.168.1.6 1kB

192.168.1.7 1kB

www.server3.com:
ClientIP Bytes

192.168.1.1 19kB

192.168.1.4 15kB

192.168.1.3 12kB

192.168.1.5 5kB

192.168.1.7 2kB

Status of the Query Processing:

rank-k score = 36

Candidates:
Id worstscore bestscore

192.168.1.3 36 36
192.168.1.1 28 39
192.168.1.4 27 29
192.168.1.2 13 25

S. Michel (EPFL) Top-k Queries over Incomplete Data Streams 2009/11/04 6 / 28



Query Processing Example (NRA): Top-1 Query

www.server1.com:
ClientIP Bytes

192.168.1.3 17kB

192.168.1.4 12kB

192.168.1.2 11kB

192.168.1.5 4kB

192.168.1.6 2kB

www.server2.com:
ClientIP Bytes

192.168.1.1 9kB

192.168.1.3 7kB

192.168.1.2 2kB

192.168.1.6 1kB

192.168.1.7 1kB

www.server3.com:
ClientIP Bytes

192.168.1.1 19kB

192.168.1.4 15kB

192.168.1.3 12kB

192.168.1.5 5kB

192.168.1.7 2kB

Status of the Query Processing:

rank-k score = 36

Candidates:
Id worstscore bestscore

192.168.1.3 36 36
192.168.1.1 28 32
192.168.1.4 27 29
192.168.1.2 13 25
192.168.1.5 4 18
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Online Processing

Real-time processing

nothing is pre-computed

different attributes arrive in different streams

streams are non synchronized

→ object scores are incomplete

time (sliding window) adds a dimension

Que Sera, Sera,
Whatever will be,
will be
The future’s not
ours, to see
Que Sera, Sera
What will be, will
be.
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Online Processing

Real-time processing

nothing is pre-computed

different attributes arrive in different streams

streams are non synchronized

→ object scores are incomplete

time (sliding window) adds a dimension

Que Sera, Sera,
Whatever will be,
will be
The future’s not
ours, to see
Que Sera, Sera
What will be, will
be.
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Illustration

S. Michel (EPFL) Top-k Queries over Incomplete Data Streams 2009/11/04 8 / 28



+Time

Why time makes it difficult?

tuples are valid only for a limited time span

the score of an object changes when some of its tuples expire

an object which is not a top-k result may become one due to
expiration of others

Why is that a problem?

no scan lines with decreasing score

→ best possible score does not decrease as in NRA

even worse: bestscore-worstscore can also grow!
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A TA-based solution: Sorted List Algorithm (SLA)

Maintaining sorted lists for each stream

maintain sorted lists for each stream

each time a new tuple arrives: update its corresponding object

include it in the top-k results if necessary

each time a tuple expires: update its corresponding object

re-evaluate the query if necessary using the lists

High rate streams

keeps all valid tuples

not possible with limited
resources
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Problem Statement

Continuous monitoring of top-k queries over multiple non-synchronized
streams.

Goal

Space consideration: keep less than necessary

Quality consideration: maintain the accuracy of the top-k results

Question: How to decide whether or not to drop an object from
consideration?
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Keeping only the necessary

Old items with low score can be dropped

Given object o1 = (s1, t1) and o2 = (s2, t2)

o1 is dominated by o2 if:
▶ s1 < s2, i.e., s2 has a higher score, and
▶ t1 < t2, i.e., s2 has a longer time to life

S
co

re

O4

O1

O2

Lifetime

O3 O5

S. Michel (EPFL) Top-k Queries over Incomplete Data Streams 2009/11/04 13 / 28



Computing Scores

Missing scores cause score bounds (seen so far and what to come):

Partial score

worstscore(o) = agg(seenvalues)

Upper bound score

Best possible score

bestscore = worstscore +
∑

i /∈E(o)

1

Pruning strategy

Dominance by time and

bestscore < worstscore

no dominance dominance
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Persistent Dominance

Problem

score can increase (new tuple arrival)

score can decrease (tuples expire)

dominance is not persistent with time

Approach

Create multiple instances per item which make the dominance persistant.
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Creating Multiple Instances

p1

<q,0.8,1>
stream 1

...

stream 2

...

stream 3

...

101 105 110

0.2

2.2

0.5

1.5
1.3
1.1

0.8

<p,0.2,1>

<r,0.7,1>

expiration time

max score per stream = 1.0 

current score = 0.2
best score = 2.2 

window size = 100

sc
or

e
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Creating Multiple Instances

p1

<q,0.8,1>
stream 1

stream 2

...

stream 3

...

101 105 110

0.2

2.2

0.5

1.5
1.3
1.1

0.8

<p,0.2,1>

<r,0.7,1>

expiration time

... ...

...

... <p,0.3,5>

<n,0.8,5>

<e,0.3,5>

max score per stream = 1.0 
window size = 100

current score = 0.2 0.5
best score = 2.2 1.5

sc
or

e
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Creating Multiple Instances

p1

<q,0.8,1>
stream 1

stream 2

...

stream 3

...

101 105 110

0.2

2.2

0.5

1.5
1.3
1.1

0.8

<p,0.2,1>

<r,0.7,1>

expiration time

... ...

...

... <p,0.3,5>

<n,0.8,5>

<e,0.3,5>

max score per stream = 1.0 
window size = 100

current score = 0.2 0.5
best score = 2.2 1.5

p2

current score = 0.3
best score = 1.3

sc
or

e
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Creating Multiple Instances

p1

<q,0.8,1>
stream 1

stream 2

...

stream 3

...

101 105 110

0.2

2.2

0.5

1.5
1.3
1.1

0.8

<p,0.2,1>

<r,0.7,1>

expiration time

......

...

... <p,0.3,5>

<n,0.8,5>

<e,0.3,5>

max score per stream = 1.0 
window size = 100

current score = 0.2 0.5 1.3
best score = 2.2 1.5  1.3

p2

current score = 0.3 1.1
best score = 1.3 1.1

sc
or

e

<p,0.8,10>

<e,0.9,10>

<a,0.1,10>

S. Michel (EPFL) Top-k Queries over Incomplete Data Streams 2009/11/04 16 / 28



Creating Multiple Instances

p1

<q,0.8,1>
stream 1

stream 2

...

stream 3

...

101 105 110

0.2

2.2

0.5

1.5
1.3
1.1

0.8

<p,0.2,1>

<r,0.7,1>

expiration time

......

...

... <p,0.3,5>

<n,0.8,5>

<e,0.3,5>

max score per stream = 1.0 
window size = 100

current score = 0.2 0.5 1.3
best score = 2.2 1.5  1.3

p2

current score = 0.3 1.1
best score = 1.3 1.1

sc
or

e

<p,0.8,10>

<e,0.9,10>

<a,0.1,10>

current score = 0.8
best score = 0.8

p3
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Skyline Sizes
We still have to deal with score intervals ... which create:

 0

 0.2

 0.4

 0.6

 0.8

 1

 0.3  0.4  0.5  0.6  0.7  0.8  0.9  1

sc
or

e

time to life

Skyline Query Comparison: Interval vs Standard Skyline

interval
interval skyline

standard worst score skyline
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Linear Growth
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Comparison of Skyline Sizes when changing dataset size

interval dominance check
log(size) to base 2

standard skyline
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Comparison of Skyline Size when changing the interval size

interval dominance check

Lemma (Linear Growth)

Given a set S consisting of n elements of the form (�i1 = [wi , bi ]),
1 ≤ i ≤ n where wi are chosen uniformly at random from [0, 1] and
bi = minwi + �, 1 . The expected size of the dominance set S∗ is in
Ω(n).
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Estimating Appearance Correlation

Recall from before:

bestscore = worstscore +
∑

i /∈E(o)

1

Approach

get rid of the 1 which overestimates in a very conservative way

replace it by the conditional probability of seeing an tuple at all

given we saw it in other streams

need estimator
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Correlation estimation

need cardinality of the intersection of two streams si and sj

single appearance → ∣si ⋊⋉ sj ∣ = ∣si ∪ sj ∣ − (∣si ∣+ ∣sj ∣)
keep (FM) sketch for si and sj → know ∣si ∪ sj ∣

Note that we can similarly estimate ∣si ⋊⋉ sj ⋊⋉ sk ∣ or the cardinality of
higher number of joins by only keeping FM sketches per stream.
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Experimental Setup

Datasets

Synthetic Data:
▶ generate n streams of each distinct items but with controlled correlation
▶ sliding window of the last C values for each stream
▶ pick with probability � a value that is currently in the sliding windows

of the other streams
▶ and with probability (1− �) draws a fresh item (not sent)

Worldcup Access Logs:
▶ 1998 World Cup Web site between April 30 and July 26, 1998
▶ 1,352,804,107 http requests
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Metrics and Opponents

Quality/Performance Measures

Memory Consumption

Precision

Relative Error

Algorithms under Comparison

Sorted List Algorithm (SLA)

Early Aggregation Algorithm (EAA)

Approximate Algorithm
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Varying Sliding Window Size
Synthetic Dataset
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Varying Correlation
Synthetic Dataset
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Conclusion& Outlook

Conclusion

Top-k queries over incomplete streams

Defined dominance which is persistance over time

Approximate algorithms using stream correlation measures

Experimental evaluation showing suitability

Outlook

performance issues of keeping everything up to date
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